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Abstract  

As agents are increasingly embedded in user journeys, reducing overreliance on potentially incorrect 
algorithmic output without harming user experience is essential. This article proposes extending the user 
journey to include verification of algorithmic output. We argue that uncertainty cues (e.g., “I’m not sure…”) 
motivate users to verify responses, thereby changing the user journey and experience. An online experiment 
(N = 196) and a field study (N = 145) on verification behavior reveal positive effects on user experience but 
show that users who verify outputs through agents’ explanations report lower trust and reliance than those 
who check information sources. The opposite is true for perceptions of journey seamlessness, pointing 
towards a trade-off between trust and seamlessness perceptions when selecting how to verify. We highlight 
the role of user expertise in reducing overreliance and enabling efficient verification, emphasizing the 
importance of developing basic expertise for meaningful, reliable interactions with agents. 
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Introduction 

Generative Artificial Intelligence (GenAI) has reinvented the user experience, making GenAI agents part of 
user journeys and user experiences (UX). Yet, outcomes can still be erroneous or biased while appearing 
plausible (Bai et al., 2025). While one “should always be suspicious of the veracity or accuracy of outputs” 
(Sison et al. 2024, p. 4863), there is a debate on overtrust in algorithms, and approaches to motivate 
verification (de Jong et al., 2025; Passi et al., 2025). For example, Schneier and Sanders (2025) recommend 
“forcing LLMs to double-check their own work […]”, while Augenstein et al. (2024) outline the “critical need 
for effective fact-checking mechanisms” (p.856). Xu et al. (Xu et al., 2025) advocate for improved 
mechanisms to convey uncertainty in AI systems with similar goals. Verification of outcome introduces new 
activities to the user journey: For instance, users could interact with explanations of how an outcome was 
generated and verify if the approach makes sense (Jiang et al., 2022), or corroborate the validity of 
outcomes by examining referenced sources (Augenstein et al., 2024). At the same time, verifications might 
impact UX: Researchers suggest that verifications increase confidence in outcomes, thus improving the 
experience (Alfrink et al., 2022), while the additional effort and disruptions of an otherwise seamless 
journey may imply adverse effects (Zhai et al., 2024). In this paper, we seek to understand verification as a 
new component of the user journey, encompassing activities aimed at verifying outputs to understand if a 
user can trust them. We find that verification rarely occurs spontaneously but requires cues serving as 
triggers to deem these activities necessary (Xu et al., 2025). We aim to shed light on the extent to which 
verification affects UX, guided by the following research question: When and how do users seek to verify 
GenAI agent outcomes, and what effects do these actions have on user experience? 

In an experimental pre-study and a field study, we find that the verification approach is crucial: following 
up on sources increases trust but may compromise how seamless a user journey is perceived, a concept 
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closely tied to UX. In contrast, examining explanations of how an outcome was derived yielded lower trust, 
while higher on seamlessness. Moreover, we identify user expertise as a boundary effect. By establishing a 
link between AI verification and UX, we respond to a call to add to the discourse on agents as part of the 
Information Systems landscape from a user’s perspective (Berente et al., 2021). 

Theoretical Background 

AI agents as part of user journeys 

User experiences capture the perceptual aspects of interactions with technology, while user journeys 
capture the processual aspects — the set of steps users move through (Kuehnl et al., 2019). Jaakkola and 
Terho (2021) identify journey seamlessness — "the degree to which touchpoints are integrated, allowing a 
customer's smooth transition between various process touchpoints" (Kuehnl et al., 2019, p. 8) — as a central 
driver of experience. Many digital user journeys now involve GenAI agent touchpoints, introducing new 
complexities: by virtue of their generative character, agents excel at emulating plausibility but may produce 
biased or subjective outcomes (Sison et al., 2024), and they rarely signal how much trust their outputs 
warrant, fostering overtrust (Bai et al., 2025). The allocation of trust to an algorithm relative to its true 
reliability is what Lee and See (2004) termed trust calibration — a cognitive mechanism that evolves with 
feedback from technology. Calibration depends on the user having access to mechanisms — cues, signals, 
or independent referents — through which output reliability can be assessed (Lankton et al., 2015). We 
position verification as the behavioral activity through which calibration becomes possible: journeys that 
offer opportunities to evaluate outcomes can curb overtrust. 

Verification as a critical step in user journeys  

While scholars have begun advocating for a “healthy amount of critical reflection” in agent interactions 
(Peters & Visser, 2023, p. 302), it should not compromise the overall experience, and be practical and 
efficient (Zhai et al., 2024). We define ‘verification’ as the user’s deliberate, observable activity to assess the 
trustworthiness of an agent’s output. It is the behavioral expression of ‘critical reflection’ (Peters & Visser, 
2023) and is associated with uncertainty about interaction outcomes with agents (Augenstein et al., 2024; 
Xu et al., 2025). Verification can take multiple principal forms, such as a) exploring explanations to 
understand how a specific outcome was generated (Jiang et al., 2022), or b) corroborating the sources used 
for outcome generation to examine what the agent endorsed against external referents from which it was 
drawn. In a scenario where a user interacts with a GenAI agent, sources could be root data, whereas 
explanations could be descriptions of how the agent derived its response. In an agentic scenario, where an 
agent executes an action, sources could refer to input or output evidence in a different platform or tool, 
whereas explanations could be action logs. Under the umbrella of Explainable AI, explanations were 
initially considered a means to reduce overtrust, as users were expected to evaluate outcomes and 
explanations simultaneously. More recent work suggests a nuanced picture: explanations facilitate simple 
decisions but increase overtrust for complex requests (Zhang et al., 2024). By examining sources, users can 
corroborate the correctness of the outcome and the trustworthiness of the source itself (Kastner et al., 2021). 
Verification in either form imposes cognitive costs. Engaging with explanations requires processing the 
agent's account of its own reasoning; corroborating sources requires navigating to an external referent, 
parsing it, and forming an independent judgment. By weighing these costs and benefits, users adjust their 
level of engagement (Vasconcelos et al., 2023), and where users assume algorithmic supremacy over human 
thinking, the trade-off may resolve in favor of overtrust. Source verification additionally requires interacting 
with a separate channel — a webpage, another system, or a document. While this preserves the user's 
authority to assess credibility independently of the agent's framing, it disrupts an otherwise seamless 
journey, forfeiting a crucial UX dimension (Kuehnl et al., 2019). Verification via explanations, by contrast, 
remains within the conversational frame and the same dialogical medium, preserving continuity of channel 
and frame (Adam et al., 2021). From a calibration perspective, both modes contribute to trust assessment 
but differ in the cost they impose on the journey. Both are effortful, but source verification additionally 
fragments the journey, and we therefore hypothesize: 

H1: Verification via explanations is perceived as more seamless than that of verifying sources. 

Explanations convey the applied reasoning to the output, allowing users to assess whether the process was 
coherent. Sources allow users to evaluate the outcome against an external referent independently of the 
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agent, as well as the referent itself. Hence, it enables epistemic independence in assessing trustworthiness 
(Augenstein et al., 2024). Additionally, users can assess if the agent retrieved from sources they find 
trustworthy themselves, whereby the agent’s trustworthiness inherits from that of the sources (Kastner et 
al., 2021). Therefore, it simultaneously informs the trustworthiness of the source and the agent. From a 
calibration perspective, sources allow trust to be conditioned on external evidence rather than on the agent's 
self-presentation. While explanations can also increase trust (Zhang et al., 2024), we argue that source 
verification combines independent claim assessment with credibility cues, offering a more robust pathway. 

H2: Verification of sources influences trust more positively than explanations. 

While verification adds cognitive effort and, in the case of source-based verification, may fragment the 
journey, it provides users with benefits such as a sense of certainty and possibly even a sense of agency over 
outcomes (Alfrink et al., 2022). It allows users to feel they have exercised judgment over the interaction. 
According to Gahler et al.'s (2022) experience model, the affective, relational, and symbolic experience 
dimensions are particularly relevant to agentic interactions, which tend to be bereft of many sensorial and 
physical cues, such as haptic feedback, embodiment, or broader environment design. Verification supports 
affective experience by reducing uncertainty and relational experience through trust. Building on the cost-
benefit trade-off suggested by Vasconcelos et al. (2023), we expect the net direct effect of verification on 
user experience to be positive. We therefore hypothesize: 

H3: Users who engage in verification via either explanations or sources will have a more positive user 
experience than those who do not. 

Motivating Verification with Uncertainty Cues 

Uncertainty cues are linguistic expressions through which an agent signals limited confidence in its output, 
guiding users' assessment of correctness without exposing the model's internal confidence (Xu et al., 2025). 
Empirical studies converge on predominantly positive effects: uncertainty cues activate analytical thinking, 
increase vigilance, reduce overtrust, and shape downstream behavior — whether to follow, reject, or 
negotiate the agent's recommendation (Steyvers et al., 2025; Xu et al., 2025; Zhou et al., 2024). The framing 
of the cue matters: first-person formulations ("I am not sure…") are more persuasive and induce greater 
engagement with the uncertain content that follows than impersonal formulations ("It is not clear…"; Kim 
et al., 2024). Cues thus function as defeaters that lower credence in a claim and inform the user's next move. 
Therefore, we hypothesize: 

H4: Uncertainty cues positively influence verification activity. 

Similarly to verification, we conceptualize uncertainty cues as directly influencing seamlessness 
perceptions, in that uncertainty can lessen perceptions of journey consistency and thematic cohesion by 
introducing friction. If users came to expect seamlessness in user journeys, uncertainty might act as friction, 
conveying the beginning of a disruption to seamlessness (Naiseh et al., 2021):  

H5: Uncertainty cues decrease perceived seamlessness of the user journey.  

At the same time, we assume that uncertainty negatively affects trust, in that uncertain outcomes are less 
trusted and relied upon (Sison et al., 2024):  

H6: Uncertainty cues decrease trust.  

Cumbersome, hard-to-use tools and platforms have been linked to distrust, disrupting relationships 
between users and technology providers. Seamless user journeys, in contrast, were linked to 
trustworthiness (Jaakkola & Terho, 2021). We therefore conceptualize a positive link between user journey 
seamlessness and trust:  

H7: User journey seamlessness is positively linked to trust.  

Finally, we link user journey seamlessness to user experience – a well-established relationship in the 
scholarly field of user experience research (Kuehnl et al., 2019):  

H8: User journey seamlessness is positively linked to user experience.  
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Empirical Studies 

We conducted two studies, an online experiment and an online field study to evaluate our hypotheses. Our 
studies were conducted in collaboration with a large, globally operating technology firm to reflect the real-
world behavior of knowledge workers and increase external validity. Study 1 establishes the core mechanism 
— uncertainty cues trigger verification, which differentially affects seamlessness and trust — under 
controlled conditions with a fixed task. Study 2 examines if these effects survive in real-world AI use, where 
users have heterogeneous tasks, accumulated experience, and actual goals at stake. Study 1 measures 
verification as a binary choice, whereas Study 2 (N=145) examines whether we can observe a graded 
intensity effect when users have access to multiple sources.  

Study 1: Uncertainty Cues and Verification  

Study 1 tests H1–H8 in a between-subjects online experiment (N=196) in which employees of a global 
technology firm interacted with a GenAI agent that either presented or omitted uncertainty cues. 
Verification choice (explanation, source, or none) was treated as an observed behavior (see figure 1) to 
isolate the cue manipulation under controlled task conditions before extension to a field setting. 

 

Figure 1: Research Model 

Methods. In this online experiment, participants were randomly assigned to one of two conditions: the 
neutral condition (A), in which the agent did not provide cues, and the uncertainty condition (B), in which 
the agent provided uncertainty cues. For the latter, the agent started sentences with "I am not certain on 
this, but I think…", while the neutral design presented the same claims without any cues (similar to Zhou 
et al., 2023). Zhou et al. (2023) differentiate weakening approximators (e.g., somewhat, perhaps) from 
plausibility weakeners, which can be first-person ("I think…", "I believe…") or third-person ("it could be…"); 
their finding that first-person weakeners work better guided our design. Verification was operationalized 
as a choice between exploring an explanation and exploring a source, and was an observed behavior rather 
than a manipulation. Conditions were identical except for the uncertainty cues. While we manipulated cue 
presence, we did not alter factual correctness — the correctness of the response was established upfront and 
held constant across conditions. Although we used a real-world information retrieval scenario, domain 
knowledge was not necessary to comprehend the task or conduct verification, and the task warranted 
multiple types of verification. 

Participants. All participants were consenting employees who had received an email invitation to the 
study. The participants were randomly presented with an agent created with Landbot (Landbot, Inc.) and 
embedded into the survey solution. All invitation recipients could participate in the study once, using either 
their mobile device or laptop. Table 1 presents the distribution of participants and more information is 
provided in the supplementary material. Post-hoc power analysis (G*Power; two independent groups, two-
tailed) with N = 196 (n = 98 per condition), α = .05, and assuming a medium effect size (d = 0.50) yields a 
statistical power of 1−β = .94, exceeding the conventional threshold of .80 (Cohen, 1988). 

Condition  A Neutral Condition (Total N = 98) B Uncertainty Condition (Total N = 98) 
Verification via: i. explanation N = 17 (7.4%) 

ii. sources N = 12 (5.2%) 
iii. none N = 69 (29.9%) 

i. explanation N = 28 (12.1%) 
ii. sources N = 59 (25.5%) 

iii. none N = 11 (4.8%) 

Table 1: Distribution of participants 

Procedure and Measures. After accessing the invitation link, participants provided informed consent 
and were told they would briefly interact with an AI agent and rate the interaction. The task: imagine being 
invited to a meeting in Singapore (selected on the corporate partner's advice, as participants were unlikely 
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to know its immigration requirements) and determine via the agent whether a visa was required. After 
submitting their request, participants received a response corresponding to their condition (neutral vs. 
uncertainty cue) and selected their preferred verification method (explanation, source, or none), after which 
the agent returned them to the questionnaire. 
Behavioral data, including input prompts and verification choice, were logged during the interaction. We 
measured user journey seamlessness using the effective customer journey design scale (Kuehnl et al., 2019), 
customer experience along its affective, relational, and symbolic dimensions using Gahler et al.'s (2022) 
scale, and trust using Mayer et al.'s (1995) scale, all on seven-point Likert items. We selected the journey 
and experience scales because GenAI agents function as touchpoints within broader user journeys spanning 
conversational interfaces, source documents, and downstream tools. Manipulation checks used binary 
items ("Has the agent provided some uncertainty…?" / "Has the agent offered an explanation or a source 
link…?"). The structural equation model was estimated on covariances using R's lavaan package (v0.6-19), 
with convergent and discriminant validity assessed via Cronbach's α, composite reliability, and average 
variance extracted. 
Results. Subsequently, we are presenting the outcomes of the manipulation check, the measurement and 
the structural model results separately. 
Manipulation checks: Participants assigned to the uncertainty condition acknowledged uncertainty cues as 
expected, ꭓ2(1, N = 196) = 31.29, p < .001. We conclude that the cue manipulation worked as intended. 
Measurement model: Estimates of Cronbach’s α greater than 0.70, composite reliability (CR) greater than 
0.70, and average variance extracted (AVE) greater than 0.50 are considered to support internal 
consistency (Bagozzi & Yi, 1988). Our examined constructs show Cronbach’s α above 0.70, with trust still 
acceptable (see table 2), as well as CR and AVE above threshold, indicating internal consistency. We 
evaluated the discriminant validity of all constructs using Confirmatory Factor Analysis, finding a goodness 
of fit (χ2

(196) = 289.160, p < .001, RMSEA = 0.05, SRMR = 0.05, CFI = 0.96, and TLI = 0.95), which warrants 
construct validity. The structural equation model, estimated based on the hypothesized model using 
standardized values, outlined reasonable goodness of fit (χ2

(196) = 71.62, p < .001, RMSEA = 0.08, SRMR = 
0.05, CFI = 0.95, and TLI = 0.91) (Hu & Bentler, 1999).  
 

Construct # items Mean Variance Std. Dev  AVE CR Cronbach’s α MSV ASV 

Customer experience 7 5.11 .48 .79 .66 .86 .85 .48 .34 

 Journey Seamlessness 5 5.01 .57 .83 .71 .83 .82 .48 .30 

Trust  11 5.45 .35 .75 .52 .72 .71 .20 .16 

CR = Composite Reliability, AVE = Average Variance Extracted, MSV = Maximum Shared Variance, ASV = Average Squared 
Shared Variance 

Table 2: Summary of Statistics for Construct Measures 

Structural model results: We found a significant difference in verification behavior between the two groups 
(without uncertainty cues versus with uncertainty cues), ꭓ2(2, N = 196) = 75.85, p < .001, indicating that the 
cues had a behavioral effect. Between-group differences were examined using a Pearson chi-squared test of 
independence, with significance set at α = .05 Results of the path analysis are shown in table 3 and reveal 
that uncertainty cues do not have a direct significant effect on seamlessness or trust, disconfirming H5 and 
H6. Using the non-verification group as the reference, the source verification group was negatively 
associated with seamlessness (β = -.21, s.e. = .07) but positively with trust (β = .21, s.e. = .07). When 
comparing trust between the source and explanation verification groups directly, an analysis of Covariances 
reveals a significant difference (Msource = 5.54, SDsource = .66, Mexplanation = 5.32, SDexplanation = .55, p = .002). 
On the contrary, perceived journey seamlessness was higher in the explanation than the source verification 
group (Msource = 4.80, SDsource = .73, Mexplanation = 5.31, SDexplanation = .79, p = .006). Conclusively, this 
confirms our H1 and H2. Moreover, we confirm H3, using the non-verification condition as the reference 
category, showing that verification is positively associated with user experience (β = .14, s.e. = .05). As 
hypothesized in H7, journey seamlessness positively affects trust (β = .55, s.e. = .08), pointing towards the 
interconnectedness of well-designed and orchestrated journeys and their perceived trustworthiness.  

Path  z-Value (SE) p value β-Coeff. Hypothesis 

Verification → User journey seamlessness -2.92 (.07) .004** -.21 H1 supported 

Verification → Trust 3.07 (.07) .002** .21 H2 supported 
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Verification → User experience 2.80 (.05) .005** .14 H3 supported 

Uncertainty cues → Verification choice ꭓ2(2, N = 196) = 75.85, p < .001 H4 supported 

Uncertainty cues  → User journey seamlessness -1.67 (.11) .095 -.18 H5 not supported 

Uncertainty cues → Trust  0.27 (.10) .789 .03 H6 not supported 

Journey seamlessness  → trust  6.77 (.08) < .001*** .55 H7 supported 

Journey seamlessness → User experience 8.02 (.09) < .001*** .71 H8 supported 

Table 3: Results of hypothesis testing (*p < .05; **p < .01; ***p < .001) 

Interim Discussion. While the vast majority, at 70.4%, selected not to verify in the neutral condition, 
only 11.2% of those in the uncertainty condition did not verify. This corroborates findings on overtrust in 
the absence of certainty cues and aligns with the impact of uncertainty cues observed by fellow scholars 
(Zhou et al., 2023, 2024). Additionally, uncertainty cues function as triggers: spontaneous verification 
occurred in only 19.3% of cases in the neutral condition, indicating that, without explicit signals, users 
default to acceptance. Second, the seamlessness cost of source verification reflects a channel-switch penalty 
consistent with cost-benefit accounts of explanation engagement (Vasconcelos et al., 2023): users who 
navigated to external sources experienced a fragmented journey, while those who stayed within the 
conversational frame did not. Third, the trust gained from source verification suggests that how users verify 
matters substantially. The null direct effects of cues on trust and seamlessness (H5/H6) further suggest that 
cues do not act directly on these constructs but rather do so through verification itself. Finally, the strong 
positive link between seamlessness and trust (H7) is consistent with existing research.  

Study 2: Field study to understand Verification and Effects on Experience 

Study 2 extends Study 1 to a field setting (N=145) in which employees of a global technology firm interacted 
with a GenAI agent embedded in a corporate use-case competition. Verification was operationalized as 
intensity (rate of source links opened) and dialogue intensity (turns of probing the agent), capturing graded 
engagement not visible in Study 1's binary choice. Demographic controls (age, gender, corporate level, 
business vs. technology profile) test for boundary conditions. 

Methods. As in Study 1, we collaborated with a company for this field study, recruiting consenting 
employees via email invitation without compensation. The task was embedded in a corporate competition 
inviting employees to draft a short proposal for an AI-employee collaboration use case, grounded in prior 
company projects, with industry guidance and a dummy client description provided. The task required no 
domain knowledge, was not easily resolved via internal search, and enabled multiple verification behaviors 
including direct contestation of the agent and source-based verification. Compared to Study 1, measures 
were extended to capture verification intensity rather than only the verification option. The agent was built 
on the company's Azure OpenAI GPT-3.5 via an API-integrated interface, with model temperature set to 0 
for deterministic output. Uncertainty cues were implemented by intercepting user prompts and appending 
JSON-configured instructions directing the model to express conservative, first-person uncertainty about 
its accuracy and limitations. The corporate partner curated the data sources, and a subject-matter expert 
reviewed responses for factual accuracy and ethical alignment.  

Participants. Recruitment was conducted via the partner's internal email system on a voluntary basis. 
Five competition winners received vouchers (~$60) through the internal recognition system; winner 
selection was independent of this study and did not affect the results. After excluding 97 participants who 
did not complete the questionnaire, the final sample comprised 145 participants, primarily based in Europe, 
India, and the United States. Participants were technologically savvy with at least basic AI familiarity, and 
82% reported being frequent users of AI-assisted tools such as ChatGPT. With a small sample size of N=145 
participants, we still comply with Bentler & Chou's (1987) 5:1 ratio rule of thumb. 

Procedure and Measures. Participants accessed the study via the company's survey tool and provided 
consent. The study had two parts: first, participants engaged in the use-case competition, interacting with 
the agent corresponding to their condition and following links to investigate agent outputs, with behavioral 
variables logged throughout; second, an independent voluntary questionnaire invited anonymous reflection 
on the interaction. Competition data was shared with the corporate partner; questionnaire data remained 
with the research team under strict access controls. The study was approved by the institution's ethics 
committee (25-ETHICS-135) and the company's compliance and legal counsel (27500). 
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As in Study 1, we recorded behavioral data during the interaction and administered self-reported measures 
on a seven-point Likert scale, retaining the customer experience and customer journey design scales. 
Verification was operationalized as verification intensity — the rate of source links clicked relative to those 
available — and dialogue intensity — the number of dialogical turns between user and agent, reflecting 
attempts to probe and compare outputs. We controlled for age, gender, corporate career level (junior, 
senior, leadership), and self-identified profile (technology vs. business) as proxies for experience and 
technological savviness. The structural equation model was estimated using R's lavaan package, as Study 1. 

Results.  

Measurement model: Our structural model applied to standardized values showed an acceptable fit given 
our small sample size (χ2(145) = 145.23, p < .001, RMSEA = 0.07, SRMR = 0.06, CFI = 0.90, and TLI = 
0.86). Construct measures are reported in table 4 and internal consistency values are reported in the 
supplementary material. 

Construct # items Mean Variance Std. Dev. AVE CR Cronbach’s α MSV ASV 

Customer experience 6 5.09 .38 .72 .61 .83 .81 .22 .20 

 Journey Seamlessness 4 5.17 .45 .76 .57 .79 .71 .18 .16 

Trust 6 5.40 .31 .69 .51 .74 .73 .22 .17 

CR = Composite Reliability, AVE = Average Variance Extracted, MSV = Maximum Shared Variance, ASV = Average Squared Shared Variance 

Table 4: Summary of Statistics for Construct Measures 

Structural model results: First, our hypotheses are mostly supported, as reported in table 5. Uncertainty 
cues were equally powerful in informing the intensity of verification, whereby the group presented with 
uncertainty cues screened more than twice as many sources (Muncertain = 1.72, SDuncertain =1.73, Mneutral = 
4.09, SDneutral = 1.23, p < .001), supporting H4. This means that while the participants presented with 
uncertainty cues screened around 68.2% of the sources, their peers only screened 28.7% of the sources. 
Similarly to Study 1, the intensity of source verification impeded perceptions of journey seamlessness (β = 
-2.97, s.e. = .03), but improved perceptions of trust (β = 2.10, s.e. = .04). Interestingly, the amount of 
dialogue rounds exchanged as part of the explanation verification also had a positive effect on trust (β = .10, 
s.e. = .05), although coefficients of verification are comparably low in both cases. Our structural model 
showed support for the effect of verification on trust (β = .08, s.e. = .04), and user experience (β = .06, s.e. 
= .03), in line with our previous findings. Again, our hypotheses 5 and 6 were not supported. As 
hypothesized, we found strong support for the effects of user journey seamlessness on trust (β = .68, s.e. = 
.16) supporting H7, and user experience (β = .45, s.e. = .14), supporting H8.  

Explorative data analysis surprisingly revealed that junior employees participating in the study screened 
more sources than senior ones (Mjun = 3.05, SDjun = 2.04, Msen = 2.77, SDsen = 1.59, p = .03). However, there 
was a significant interaction effect between the conditions and the professional levels, Tukey’s HSD Test for 
multiple comparisons found that the mean screened sources were significantly different for juniors between 
the two conditions (Muncertain = 4.62, Mneutral = 1.61, ΔM = 3.11, p < .001, 95% C.I. = [2.29, 3.92]), whereas 
no such difference was present for other levels. Additionally, there was a statistically significant difference 
between seniors and juniors in the uncertainty condition group (Mjun = 4.62, Msen = 3.11, ΔM = -1.60, p < 
.001, 95% C.I. = [-2.57, -0.64]), but not in the neutral group (p = .91). Moreover, there was a significant 
difference between the profiles, whereby employees who associated themselves with Technology showed a 
higher source verification intensity (MBus = 3.01, SDBus = 2.10, MTech = 3.31, SDTech = 1.75, p = .02). 

Path z-Value (SE) p value β-Coeff. Hypothesis 

Uncertainty cues → Source verification intensity 10.34 (.25) < .001*** 2.54 H4 supported 

Uncertainty cues → Dialogue intensity (effort) -2.13 (.19) .034* -.41 - 

Source verification intensity  → User journey seamlessness -2.97 (.03) .003** -.08 H1 supported 

Dialogue intensity (effort)  → User journey seamlessness 1.61 (.03) .107 .06 - 

Dialogue intensity (effort)  → Trust 2.25 (.05) .024* .10 - 

Source verification intensity  → Trust 2.10 (.04) .036* .08 H2 supported 

Source verification intensity  → User experience 2.25 (.03) .017* .06 H3 supported 

Uncertainty cues  → User journey seamlessness -0.69 (.10) .488 -.07 H5 not supported 
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Uncertainty cues  → Trust 0.01 (.13) .913 .01 H6 not supported 

User journey seamlessness  → Trust 4.35 (.16) < .001*** .68 H8 supported 

User journey seamlessness  → User experience 3.18 (.14) .001** .45 H7 supported 

Corporate level  → Source verification intensity -2.95 (.15) .009** -0.38 - 

Gender  → Source verification intensity 1.80 (.24) .072 .44 - 

Business Profile  → Source verification intensity 2.78 (.14) .005** .39 - 

Age  → Source verification intensity -.69 (19) .490 -.13 - 

Corporate level  → Dialogue intensity (effort) 1.09 (.12) .275 .13 - 

Gender  → Dialogue intensity (effort) 1.05 (.19) .294 .20 - 

Business Profile  → Dialogue intensity (effort) -.11 (.10) .912 -.01 - 

Age  → Dialogue intensity (effort) .92 (.15) .355 .14 - 

Table 5: Results of hypothesis testing Study 2 (*p < .05; **p < .01; ***p < .001) 

Interim Discussion. Study 2 corroborates the Study 1 pattern at the intensity level: more thorough source 
verification reduces seamlessness while increasing trust, with the net direct effect on user experience 
remaining positive though small. Dialogue intensity — repeated probing of the agent — produced an 
additional positive effect on trust without harming seamlessness, suggesting that intra-channel depth and 
cross-channel breadth are different forms of verification with different costs. Expertise moderation is 
theoretically important: junior users respond strongly to cues but lack the efficient verification pattern that 
senior users display, while senior users in the neutral condition verify rarely — perhaps because they 
implicitly know what to check. Technology-profile employees verify more, consistent with greater 
awareness of overtrust risks (Fügener et al., 2021).  

General Discussion.  

In response to recent calls to improve agent interactions (Augenstein et al., 2024), make them more robust 
to failures (Sison et al., 2024), and enable sounder conversations (Vasconcelos et al., 2023), we examined 
how agents can encourage corroboration of outcomes and demonstrated its positive relationship with user 
experience. Uncertainty cues motivate verification, and verification differentially affects trust and 
seamlessness: some users seek to confirm sources, others to verify explanations. Insofar as verification is a 
means to assess trustworthiness, our results identify both the linguistic triggers (uncertainty cues) and the 
design trade-offs (seamlessness vs. trust) designers face when building agent interactions. This work offers 
a multidimensional starting point for understanding user journeys with GenAI agents. We propose 
verification as a new journey stage and demonstrate how uncertainty cues function as its linguistic triggers. 
First, our findings respond to calls for transparent communication of algorithmic uncertainty (Xu et al., 
2025) by showing that cues produce a behavioral response: more verification, with trust appropriately 
conditioned on the verification approach taken. Second, the verification mode is not neutral — sources and 
explanations recruit different trust mechanisms and exact different costs on seamlessness, so designers face 
a real trade-off rather than a free lunch. Third, this trade-off is moderated by user expertise: junior users 
respond strongly to cues but verify less efficiently, while senior users verify selectively (Fügener et al., 2021). 
Experts and more experienced participants verified more efficiently, whereas junior users and those with 
less technological literacy were more prone to higher trust but conducted more thorough verification. 
Whether a user can verify, contest, and correct outcomes depends not only on uncertainty cues but also on 
whether the user has sufficient knowledge to identify and contest AI errors (Fügener et al., 2021). 
Delegating mundane, easy-to-automate tasks to AI deprives humans of building the experience and 
expertise needed for tasks AI cannot perform, by removing opportunities to hone expert skills (De Bruyn et 
al., 2020, p. 100). As AI is increasingly integrated into the platforms and digital solutions we use day-to-
day, practitioners should design interactions that foster learning opportunities beyond the use of agents. 

Limitations and Future Research Directions  

This work has some limitations that offer opportunities for future research: First, we did not further 
constrain the GenAI in our field study to deliver a specific depth and breadth of uncertainty cues, thereby 
not controlling for response variations across a broad range of uncertainty types. Thus, our findings may 
not be directly comparable to prior research (Zhou et al., 2024). Second, our findings may not be 
generalizable across populations, given that we collaborated with a large, global company to conduct our 
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studies. Voluntary participation may have selected for AI-savvy employees, biasing toward higher baseline 
engagement, and the small monetary incentive and competition framing may have elevated effort above 
naturalistic levels. While related research supports our findings, further studies are needed to corroborate 
our results for different populations. Finally, we did not directly measure trust against true model reliability, 
and future work could pair our verification measures with manipulated reliability conditions to test trust-
reliability pairings. Our contribution is to identify the behavioral response of calibration — the joint pattern 
of more verification with trust appropriately conditioned on what verification reveals. Researchers could 
examine more general aspects of the interactive system and its providers: By seeking out information about 
adherence to the guidelines of trustworthy AI (Kastner et al., 2021), users can get a general impression of 
reliability.  

Conclusion 

As AI agents become mainstream across information-seeking and work environments, helping users assess 
and scrutinize algorithmic outputs is critical — particularly as AI reaches users with varying AI literacy. 
Expressing uncertainty through language can reduce overtrust and motivate verification, fostering 
meaningful human-AI collaboration. Our research examines uncertainty cues in a real-world field setting, 
offering insights into how users perceive and utilize them. 
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